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Fluids in Nvidia Flex 
0 Motivation 

Simulating and rendering fluids in real time is a tricky problem. In a real time 
framework, changes in fluid have to be calculated fast enough so that the 
changes appear smooth to the viewer. In VFX, a fluid could be simulated and 
rendered at hours, or even days, per frame. Since our fluid simulation ought to 
be interactive with user input, we must simulate and render these changes at a 
maximum of 1/30th of a second. This prevents us from using hyper-realistic 
techniques that are too expensive on a computer’s hardware. The latest 
development in the search for realistic, interactive fluids is Nvidia FleX. This 
paper will discuss integrating FleX in a real-time framework, and rendering the 
result of the simulation as a realistic fluid. 

1 Limitations 

The framework that will simulate the fluids will be Nvidia FleX, integrated into 
my own 3D engine.  

 
FleX is not fully incorporated into Nvidia PhysX 3.3, therefore, both frameworks 
must be implemented separately. FleX handles specific simulations well, but it 
lacks general functionality such as ray-casting.  

The transparency of most fluids limits the render technique that is to be used by 
the engine. Deferred rendering only handles opaque objects; therefore, simple 
forward passes are assumed.  

Lastly, the framerate of our application limits our available techniques. Each 
frame calculation must be completed in 1/30th of a second.  

2 Nvidia Flex 

2.1 Overview 

FleX is a particle based physics solver for real-time applications. This solver is 
based on Position-Based Dynamics and the use of constraints. In FleX, every 
entity is represented by particles, this unified representation allows smooth 
interactions between elements (particles) with different constraints.  
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It is not designed as the most efficient and functional physics solver, but rather 
as a scoped solver that handles specific simulations that broad solvers are 
unable to do efficiently. Therefore, it must be integrated with Nvidia PhysX. 

2.2 Fluids 

Fluids in FleX are represented by a Position-Based system that uses constraints 
to define the behaviour of each particle. The behaviour can be altered by four 
variables: Cohesion, Surface Tension, Vorticity Confinement, and Adhesion.  

The main task of fluids constraint is to enforce incompressibility. In nature, fluids 
are not compressible because molecular forces prohibit molecules to get any 
closer to each other. A density constraint will simulate this behaviour and this 
results in realistic fluid simulation. This constraint enforces that each particle in 
a fluid body has a density that must match the rest density of the body. A 
particle’s density is decided by the properties of its neighbouring particles, 
which are fetched from the body using a kernel function (fig 2.0). The density 
constraint also incorporates artificial pressure to improve particle distribution 
and surface tension. 

 
Fig 2.0: a Poly6 kernel used to check neighbours. As a neighbouring particle gets further away 
from the centre, its influence on the target decreases. 

The creation of spray and foam is aided in FleX using diffuse particles. These 
particles can be generated automatically when fluid particles collide, according 
to their kinetic energy and relative velocity.  

2.3 Rigid bodies 

To demonstrate the interactivity with fluids, Rigid bodies must also be 
implemented. Whereas other physics solvers represent rigid bodies by a mesh, 
FleX creates various particles that approximate this mesh. These particles 
handle each collision individually, and are then corrected back into the rigid 
shape. This representation is helpful for smaller objects, but does not work 
well on relatively larger, or thin objects. 
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3 Available Rendering Methods 

3.1 Anisotropic Kernelling 

After the simulation has finished, the anisotropic kernelling technique warps the 
isotropic particle meshes according to the neighbouring particles. This 
calculation uses a kernel similar to the simulation kernel discussed in 2.2 . 

This technique is already embedded into the FleX framework, but is only 
applicable, as far as I know, to the Metaball approach. 

 
Fig 3.0: Isotropic kernels versus anisotropic kernels 

 

3.2 Metaballs 

By representing each particle as a point and a radius, and by representing the 
space in which the fluid body moves as a scalar field, we can generate a mesh. 
Each point in the three-dimensional scalar field can be considered a corner of a 
cube/cell in this field. These points sample their value from neighbouring 
particles and approximate a mesh based on this value. By increasing the 
resolution of the scalar field and applying interpolation techniques, the mesh 
can be more accurate. The anisotropic kernelling technique can be used to 
deform the mesh (fig 3.0) 

 

3.3 Voronoi-Based surface reconstruction 

A surface can also be reconstructed from a set of points by using the Voronoi 
algorithm. However, this technique is not viable for a real-time application. as it 
requires minutes to construct a surface out of 10.000 points. 

3.4 Screen Space Fluid Rendering 
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Screen Space Fluid Rendering is a technique that blurs texture information after 
it has been generated by rendering passes. By blurring depth info, we can 
recreate a smooth fluid surface. After blending, a normal forward pass renders 
the correct output of each fluid pixel. This technique is the most performant and 
will therefore be used in my application, there are different options that can be 
considered for blending this information. One option uses curvature flow; 
another option uses bilateral filtering. The latter is explained in 4.2 as I am 
currently implementing this.  

4 Implementation 

4.1 FleX 

After integrating the FleX code into my project and its headers, I created a 
FleX-managing component. This component is part of a more general 
managing class that can be accessed in my initialise, update, and draw 
functions.  

The FleX managing component is only responsible for initialising the FleX code 
library, providing access to it, and shutting it down on cleanup. 

Then I created a new class and added it as a member to my scene class. This 
class is the proxy through which each scene can access and alter the simulation 
and rendering logic.  

4.1.1 Initialisation 

The initialisation of the FleX proxy is straightforward. First, we fetch our FleX 
library from our game manager. Then we fill in all the parameters that FleX 
needs to simulate the behaviour we want. These parameters can still be 
altered at a later stage. Various parameters include the gravitational vector, 
the radius of a particle, and the friction that occurs between particles. 

Since there are a lot of parameters, and their values can ruin the realism of a 
simulation, I decided to copy most of them from the demo provided by Nvidia.  

For fluids, the most important parameters are: cohesion, adhesion, viscosity, 
and vorticity confinement.  
Cohesion controls how good particles of the same group stick to each other, 
adhesion, on the other hand, controls how good particles stick to other 
surfaces. Viscosity controls the internal friction between particles. Higher 
viscosity means that particles inside a fluid move much slower. A good 
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example of this is honey, which has a greater viscosity compared to water. The 
last parameter, vorticity confinement, controls how fluent particles can rotate 
locally. 

Another interesting parameter is the planes parameter. This can be filled in to 
easily generate infinite bounding planes.  

After filling in all necessary parameters, the FleX solver is initialised. This solver 
class does all the complex constraint calculations for us. Then we create our 
data buffers that contain all the information our solver will use. These buffers 
hold data such as the behaviour (phase) of each particle, its velocity, its 
position, …  
FleX enforces us to map these buffers before we want to change them 
ourselves. When mapped buffers are sent to FleX, an error message is shown. 
To send our buffers, we must unmap these first. In our Initialisation, we also 
must unmap first before we connect them to our solver. To connect our 
buffers, we can use the various set-functions provided by the FleX headers. 
This concludes our initialisation. 

4.1.2 Update 

The update function is divided into three parts. The first part is applying user 
changes, the second part is simulating with our solver, and the third is to read 
back our results. 

Because we must map before applying manual changes, and unmap after, user 
changes cannot be applied directly. To ensure flexibility, I can send a request to 
add particles from wherever in my scene (and game object) class. This request 
is simply kept in a struct, and is only applied in the update function of our FleX 
proxy. After unmapping our buffers, we must reconnect the buffers with our 
solver with the provided set-functions previously mentioned.  

The next part, the simulation itself, is as straightforward as calling Flex’s 
update function, and provide our solver, the amount of substeps we want it to 
take, and the difference in time since the last simulation. 

In our last part, we use the various get-functions provided by the FleX headers. 
We only need to fetch data relevant to us, such as the position of each 
variable, and, in case we want to use the marching cubes algorithm, its 
anisotropy variables. 
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Without rendering anything, my implementation is capable of simulating 
around 35k particles in debug at 30 fps. This number varies when increasing 
the amount of substeps and iterations our simulation takes. 

4.1.3 Draw 

The draw function in our proxy sends the position of each particle to our 
material class, and then calls its update and draw method. The techniques 
used by this material will be discussed in the next chapter. 

 

4.2 Rendering 

When first drawing the debug visualisation of the particles, I used an instanced 
mesh to render each particle sphere. This was not performant and lead to my 
framerate taking a dive. To efficiently render each sphere now, the central 
position is sent to the GPU. With this position, the technique of point sprites is 
applied. 

4.2.1 Point Sprites 

This technique is quite like a particle emitter used in games to simulate things 
like fire or smoke. In this technique, we don’t use sphere mesh positions, but 
we create impostor spheres that look like spheres, but are quads. Our vertex 
shader does no operation on our data and our data gets sent to the geometry 
shader. Here, we calculate four vertices. These vertices form a quad that is 
pointed at our camera (fig 4.0). The texture coordinates are calculated using 
the standard uv-convention. In contrast to the particle emitters previously 
mentioned, these quads are never rotated so this should not be calculated. 
After defining each vertex, we multiply each vertex with the 
worldviewprojection-matrix, and this information gets stored in our first 
position slot. The original local position is also multiplied with the worldview-
matrix. This is necessary to calculate the depth-values later in our pixel shader. 
This information is stored in the second position slot. After storing the texture 
coordinates, we append our new vertices to the triangle stream.  
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Fig 4.0: We create a quad facing the camera out of each position 

The next stage involves our pixel shader. Here, we use the pixel’s texture 
coordinate to calculate its normal. We know that the centre of our texture 
coordinate (0.5, 0.5) is the centre of our sphere. To make future calculations 
more simple, we recalculate our pixel position so that it is now relative to the 
centre of our sphere. To do this, we multiply our texture coordinates by two, 
and subtract one.  
We can now think of our pixel position as a two-dimensional vector with the 
centre of our circle as its origin. Since not all pixels of our quad are part of our 
sphere, we can just calculate the length of our vector by projecting it onto 
itself with a dot product. If this dot product is bigger than one (our quad 
position ranges from (-1, 1) in both dimensions), we can consider our pixel to 
be outside our sphere, so we discard it. (fig 4.1) 

 
Fig 4.1: We get circles by discarding pixels outside our radius 
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To get our depth value in 3D space, we need to fill in a 3D-vector with our pixel 
position in the xy component. Our z-component is filled by inverting the length 
of our previous vector, taking the square root of this, and then negating it. 

To calculate the position of our pixel in camera space, we multiply it with our 
radius and add it to the previously calculated (in our geometry shader) 
position, which is already in camera (or worldview) space. We then multiply 
this position with our projection matrix, our position is now in 
worldviewprojection space. By dividing the z-component by the w-component 
of our vector (which is in homogeneous coordinates), we get the depth value. 
This value can be outputted as debug information by returning a colour filled 
with this value (fig 4.2). This is where my results deviate from the expected 
results. I have not yet figured out why this is, and graphics debugging crashes 
on the flex solver. I can’t find information on what causes this issue online. 
Below is a comparison of my results and the expected results. (fig 4.3 and fig 
4.4). The calculated normal information can also be used in a debug 
visualisation, to fake the lighting of a sphere, we can just calculate the dot 
product of our normal with our light direction (fig 4.5). By rendering these 
spheres in debug, I can simulate 9k particles in 30 fps, which is considerably 
lower than our previous 35k. 

 
Fig 4.2: the closer a pixel is to the camera, the darker it becomes. I had to zoom in quite a lot 
to see a noticeable difference. 
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Fig 4.3 and fig 4.4: on the left is my result, which is too white, on the right is the expected 
result, which spreads depth information more evenly. 

 

Fig 4.5: Rendering debug spheres by calculating the dot product of the normal and light 
direction 

 

4.2.2 Blending info 

If we want to render fluids, calculating the diffuse value of each particle is 
useless. Instead, we process our depth information further. First we write our 
depth information onto a floating-point render target (instead of writing it 
directly onto the render target that gets sent to our back buffer). This texture 
is then sent to post processing, where we read back our depth value from each 
pixel. Here, we can calculate the normal vector of each pixel. The reason this is 
not done before post processing, is because the normal is calculated out of 
differences in depth between neighbouring pixels. If we were to calculate this 
first, we would have to calculate each pixel multiple times, as the depth 
information in neighbouring pixels would not be accessible in our pixel shader. 
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Because we know where our camera position is, and we know our depth value, 
we can reconstruct the position of our pixel in worldview space. When we do 
this with each neighbouring pixel, we can calculate a “quad” in worldview 
space from these neighbouring pixels. The normal of our pixel is calculated by 
taking the normal of this quad. This can be done by taking the cross product of 
two perpendicular vectors which have the pixel position in worldview as origin, 
and each one of the corners of the quad as target (fig 4.6). This information 
can also be sent to the back buffer (fig 4.7). 

 
Fig 4.6: through the cross product of ddy and ddx, we can calculate our normal 

 

Fig 4.7: Normal info calculated by the depth differences of our texture. Since my project is 
currently stuck at the previous step, I will continue using images not produced out of my 
project. See sources for more information on these images. 
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As fluids in real life are not visibly composed out of little spheres, this 
calculation has to be preceded by a smoothing post processing pass. This pass 
blurs the information, similarly to a blur pass in photoshop. This raises the 
problem that we want to preserve the edges of our silhouettes. As a solution, 
we can use Bilateral filtering (this can be compared with surface blur in 
photoshop, to preserve our previous analogy). This filtering technique does not 
just look at the neighbouring pixels and finds an average, it also looks at the 
difference in value each neighbouring pixel has. The weight with which it 
influences the target pixel decreases when the difference in value increases. 
This makes sure that the edges do not get blurred with the empty 
neighbouring pixels (fig 4.8). 

 
4.8: By comparing differences in value, an appropriate weight can be given to each 
neighbouring pixel.  

Once we have our newly calculated depth information, we can calculate our 
normals by the method previously described (fig 4.9). 
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Fig 4.9: Newly calculated normal info, the created artifacts won’t be visible after rendering. 

4.2.3 Rendering 

We can easily render an opaque surface out of our normal information. The 
diffuse colour of our fluid can easily be manipulated by various rendering 
techniques. We can apply Fresnel, blinn, and cubemap reflection techniques 
just as we would on other opaque surfaces.  
Fluids are not opaque surfaces though, and we need to know how many 
particles a camera ray goes through. If the number of particles increases, the 
alpha value, or transparency, of the pixel our ray goes through, decreases. 

The number of particles this ray passes can be easily calculated by storing 
additional thickness information. This information is represented by a floating-
point value for each pixel. Each time a particle’s pixel is sent to the pixel 
shader, it adds a small value to its corresponding pixel location. If the number 
of particle calculations at a given pixel increases, its thickness value increases. 
This leaves us with a volume thickness texture that can be further blurred (fig 
4.10). Because the result of this map, applied to our previously opaque surface, 
does not significantly increase with its resolution, we can use a lower 
resolution. This obliges us to render our thickness map to a different render 
target. 
After our thickness map is rendered, we invert it. This information can now 
easily be used to fill in the alpha value of our pixels, as well as colour values. 
The latter is necessary because, for example, deep water is more dark blue 
compared to shallow water. 
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Fig 4.10: The resulting thickness map after additive blending.  

5 Conclusion 

Although fluid simulations in real time applications are not as realistic as VFX 
fluids, applying various techniques with Nvidia FleX brings us one step closer to 
realistic water. It is one thing to implement and render this in a framework, but 
it is just as important to know how and when to use this. In the production 
phase, I will explore the usage of this type of fluid simulation in an interactive 
environment. To achieve this, I need to set more specific goals. These goals 
include:  

• Finish implementing the rendering phase 
• Increasing performance where possible 
• Increase the flexibility of my FleX classes 
• Increase realism where possible (e.g. foam particles) 
• Make a bridge between a regular physics simulation (PhysX) and FleX. 

Various possible usages of fluids include: 

• Controlling water as a gameplay mechanic. To achieve this, I would need 
to implement trigger volumes in FleX. I would also need to be able to 
control a target to which the fluids are attracted to. 
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• Shooting targets with a goo gun. This is already implemented in a VR 
demo application using FleX.  

• Spawning blood particles when damaging an enemy. A possible difficulty 
here is that blood looks quite different from other fluids, as it is much 
less transparent. Less realistic blood can also be easily spotted. Each 
particle would need a lifetime so that it can be set inactive when it is no 
longer relevant to the game. Blood also leaves a trail when it touches the 
ground, so this could need a decal technique (or something similar) as 
well. 

The success of my project depends on how far I achieve the five specific goals, 
and how well I can implement at least one of the possible usages in my 
framework. 

6 Resources 
Position Based Fluids (Miles Macklin, Matthias Müller): 

http://mmacklin.com/pbf_sig_preprint.pdf 

A gentle introduction to Bilateral Filtering and its applications (Sylvain Paris et al.): 

https://people.csail.mit.edu/sparis/bf_course/course_notes.pdf 

Fluid Simulation in Alice: Madness Returns (David Coombes): 

https://developer.nvidia.com/content/fluid-simulation-alice-madness-returns 

Note that the link above is also the source for various screenshots included in this document. 

Metaballs and Marching squares (Jamie Wong):  

http://jamie-wong.com/2014/08/19/metaballs-and-marching-squares/ 

Screen Space Fluid Rendering with Curvature Flow (Wladimir J. Van der laan et al.):  

http://www.cs.rug.nl/~roe/publications/fluidcurvature.pdf 

Screen Space Foam Rendering (Nadir Akinci et al.): 

https://cg.informatik.uni-freiburg.de/publications/2013_WSCG_foamRendering.pdf 

Reconstructing Surfaces of Particle-Based Fluids Using Anisotropic Kernels (Jihun Yu, Greg 
Turk):  

http://www.cc.gatech.edu/~turk/my_papers/particle_surfaces_tog.pdf 
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